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Theoretical modeling is a popular method for quantitative analysis and performance prediction of computer systems, including
cloud systems. Low entropy cloud (i.e., low interference among workloads and low system jitter) is becoming a new trend,
where the Labeled Network Stack (LNS) based server is a good case to gain orders of magnitude performance improvement
compared to servers based on traditional network stacks. However, it is desirable to figure out 1) where the low tail latency
and the low entropy of LNS mainly come from, compared with mTCP, a typical user-space network stack in academia, and
Linux network stack, the mainstream network stack in industry, and 2) how much LNS can be further optimized. Therefore,
we propose a queueing theory-based analytical method defining a bottleneck stage to simplify the quantitative analysis of tail
latency. Facilitated by the analytical method, we establish models characterizing the change of processing speed in different
stages for an LNS-based server, an mTCP-based server, and a Linux-based server, with bursty traffic as an example. Under
such traffic, each network service stage's processing speed is obtained by non-intrusive basic tests to identify the slowest stage
as the bottleneck according to traffic and system characteristics. Our models reveal that the full-datapath prioritized processing
and the full-path zero-copy are primary sources of the low tail latency and the low entropy of the LNS-based server, with
0.8%-24.4% error for the 99th percentile latency. In addition, the model of the LNS-based server can give the best number of
worker threads querying a database, improving 2.1 × -3.5 × in concurrency.

1. Introduction

Currently, the growing number of clients poses new chal-
lenges for the design of network stack for interactive services
such as cloud gaming [1], web searching [2], and autono-
mous driving [3]. One major challenge is meeting user expe-
rience demand while maintaining high resource utilization.
However, this objective is hard to fulfill because of the inter-
ference between delay-sensitve requests and delay-insensitve
requests [4]. The delay-sensitve and delay-insensitve
requests are usually processed by a shared network stack to
improve resource utilization. Nevertheless, this also leads
to the two classes of requests contending for shared
resources such as CPU cores, caches, and memory band-
width, causing high tail latency. As a result, the high tail
latency gives rise to the problem of the user experience of
interactive services. What is worse, the large number of cli-

ents often causes bursty traffic on the server side [5–11],
sharpening the problem of user experience. To handle the
problem, researchers mainly focus on optimizing the Linux
network stack [12–14] and designing user-space network
stacks [15–18]. What stands out is a Labeled Network Stack
(LNS) [18] which prioritizes delay-sensitve requests in all
layers of the network stack. The full-datapath prioritization
of LNS comes from the concept of low entropy cloud comput-
ing systems [19] where the interference among workloads and
the system jitter should be controlled to improve user experi-
ence. Based on the low entropy property, LNS is promising to
achieve low tail latency and high concurrency for interactive
services. Thus, a quantitative study for LNS is of great impor-
tance to reveal its benefits and potential improvement.

Although prior experiments [18] have demonstrated that
LNS can support millions of clients with low tail latency,
compared with mTCP [17], a typical user-space network
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stack in academia, and Linux network stack, the mainstream
network stack in industry, a thorough quantitative study is
lacking in answering the following two questions:

(i) Where do the low tail latency and the low entropy of
LNS mainly come from, compared with mTCP and
Linux network stack? LNS is designed with multiple
technologies such as full-datapath prioritization,
full-path zero-copy, and user-space TCP/IP. How-
ever, the benefits of each technology in LNS have
not been quantitatively studied yet. For instance,
questions like “How much tail latency can be
reduced by the full-datapath prioritized processing
of LNS compared with mTCP?” and “How much
entropy can be reduced by the full-path zero-copy
of LNS compared with Linux?” are still needed to
be answered. By answering these questions, we can
recognize the main contributing factors to the low
tail latency and the low entropy of LNS

(ii) How much LNS can be further optimized? When
deploying LNS, users are often faced with some tra-
deoffs. For instance, users can ask such questions as
“How much tail latency can be reduced if one more
CPU core is provided?” or “How many CPU cores
are optimal to achieve high performance and avoid
wasting resources?” Therefore, we need to quantify
the influence of various factors, including the num-
ber of CPU cores, to optimize LNS further

In order to answer the above questions, we need to quan-
tify the improvement provided by various factors in LNS
over traditional network stacks.

An analytical method is desirable to study the benefits
and potential optimization of LNS quantitatively. A quanti-
tative performance study can be achieved by experiments
or analytical modeling. However, a large number of system
and environment configurations make it time-consuming
for researchers to conduct experiments since different appli-
cations often exhibit different traffic characteristics. For
instance, the smart home scenario evaluated in [18] is fea-
tured with short packet lengths (200 Byte) and low ratios
of delay-sensitve requests (5%), while longer packets or
higher ratios of delay-sensitve requests can also appear in
other scenarios, such as cloud gaming [20], smart metering
[21], and vehicular applications [22]. As a result, a large
number of experiments are needed to quantify the perfor-
mance of LNS under various configurations. On the con-
trary, analytical modeling only needs a few experiments for
parameter measurement. Therefore, an analytical method
is more cost-effective and more commonly used to conduct
a quantitative study of LNS.

In this paper, we model and compare the tail latency of a
server based on LNS, a server based on mTCP [17], and a
server based on the Linux network stack. We call the three
servers “LNS-based server”, “mTCP-based server”, and
“Linux-based server” for short. There are four expectations
for the models of the three servers: (i) The models could
accurately predict the tail latency of the three servers under

various configurations. (ii) The models could be able to
improve the performance of the LNS-based server. (iii) The
models’ formulas should be as simple as possible, preferably
closed-form. (iv) The user-uncontrollable parameters, e.g.,
service time, of the models, could be measured by a non-
intrusive method, i.e., without modifying the source code.
To fulfill these expectations, we leverage queueing theory
[23] to build a link between tail latency and various contrib-
uting factors. If the expectations are fulfilled, the resultant
models will be convenient for users to predict and optimize
the tail latency of the LNS-based server.

As tail latency is a critical metric for the quality of interac-
tive services, the analytical modeling of tail latency has drawn
many concerns. Most prior works [24–27] focus on the tail
latency of Fork-Join queueing network (FJQN) models [28]
for cloud applications. However, the FJQN models cannot
apply to the three modeled servers because their queueing net-
work structures do not satisfy the conditions of the FJQN,
where a job will spawn multiple tasks processed by different
servers. Aside from these works about FJQN models, [29]
models the tail latency of a Memcached database for k CPU
cores with an M/M/k model. However, the TCP/IP layer
rather than the database can also be the bottleneck of the mod-
eled servers. Thus, only considering the database is inadequate
to characterize the performance of a network stack. Moreover,
the above prior works all assume a Poisson arrival process.
However, bursty traffic is more realistic in modern cloud
applications [5–11]. For instance, in a building, a fire can trig-
ger multiple smoke and temperature sensors to send emergent
packets to the server in a short period [10].

In this paper, we model the above three servers under
bursty traffic via a tandem stage queueing network [30].
Besides the database, the total network stack is considered
in the queueing network. The tail latency of the three servers
is decomposed to the tail queueing time of the bottlneck
stage and the summation of the service time of each stage
of the queueing network to simplify the analysis. The
changes in the service time of each stage of the queueing net-
work are also considered based on non-intrusive basic tests.
Specifically, our contributions are as follows.

(i) We propose an analytical method which can be
leveraged to establish models that perceive the
change of processing speed in different stages for
the tail latency of the above three servers with
closed-form formulas, with 0.8%-24.4% error for
the LNS-based server

(ii) The resultant models reveal that the full-datapath
prioritized processing and the full-path zero-copy
are the primary sources of the low tail latency and
the low entropy of the LNS-based server

(iii) The model of the LNS-based server can give the best
number of worker threads querying a database
according to the model parameters, improving
2.1 × -3.5 × in concurrency

The rest of the paper is organized as follows. Firstly, Sec-
tion 2 shows the analytical method and the experimental
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design. Then, Section 3 shows the measured and modeled
results of the three servers under bursty traffic. Besides, this
section guides optimizing the LNS-based server. Finally, Sec-
tion 4 summarizes the article.

2. Materials and Methods

In this section, we propose our models of the three servers.
Firstly, we present an abstracted scenario and the architec-
ture of the modeled three servers. Then we describe the
structure of the queueing network. Afterward, we derive
the formulas for the tail latency of the three servers. Finally,
the setting of the experiments is given. For the convenience
of readers, a summary of the main notations used in our
models is listed in Table 1.

2.1. System Description. This section describes an abstracted
scenario of massive clients and the architecture of the three
modeled servers.

2.1.1. Massive-Client Scenario. Current online applications
provide interactive services for massive clients. These clients
mainly send different classes of requests to a large-scale cloud
data center. In such a data center, a request usually spawns
multiple sub-operations parallelized on different servers to
reduce latency. However, the tail latency of one sub-
operation significantly influences the tail latency of the
request. For instance, suppose a request spawns 100 sub-
operations whose 99th percentile latency (i.e., the latency that
exceeds the latency of 99% sub-operations) is 10ms, the 99th
percentile latency of all sub-operations is 140ms [31]. There-
fore, studying the tail latency of one server is of great impor-
tance to quantify the performance of a cloud data center.

In this paper, we focus on an abstracted massive-client
scenario where a single server provides services for millions
of clients, as shown in Figure 1. Due to the massive number
of clients, bursty traffic forms on the server side. The traffic
is assumed to consist of two classes of requests, namely
delay-sensitve and delay-insensitve requests. These requests
are assumed to have the same packet length since many
interactive services tend to use a constant packet length
[21, 32]. After these requests arrive at the server, they are
processed by several stages in the network stack of the
server: Firstly, a request is processed by the Network Inter-
face Card (NIC) and the TCP/IP layer of the server. After-
ward, a thread of the server queries a database to serve the
request. Finally, a response packet is sent to the sender of
the request.

From the abstracted scenario, several key factors contrib-
uting to the server-side tail latency can be identified. First,
the number of requests in one burst, reflecting the number
of clients, is a critical factor for the tail latency of the server
because more bursty requests tend to form a longer queue,
corresponding to a longer queueing time in the server. Sec-
ond, because only delay-sensitve requests are of interest,
the ratio of delay-sensitve requests is also an essential factor
for the tail latency. Third, the service time of each processing
stage in the server also affects the tail latency. It should be
noted that besides the time executing fixed operations, the

service time is also related to packet length and the number
of CPU cores, for a longer packet means more memory
accesses, and more CPU cores mean more intensive conten-
tion for shared resources. Moreover, the number of CPU
cores affects the tail latency by affecting system utilization.
Finally, the interarrival time of requests also influences the
server-side tail latency, for longer interarrival time leads to
lower tail latency.

2.1.2. Network Stack Architecture. Figure 2(a) shows the
architecture of the LNS-based server. The LNS-based server
prioritizes delay-sensitve requests at each layer of its net-
work stack. When a request arrives, a user-space driver will
put the request into different queues according to its label.
Then the TCP/IP layer of the server will process requests
from a high-priority queue until the queue is empty when
the requests from a low-priority queue are processed. After
a request is processed by the TCP/IP layer, the request is
transferred to the queues of an event dispatcher, which dis-
patches requests to worker threads in a priority-based
round-robin manner. Finally, the k worker threads will
query the Redis database of the server and send response
packets processed by the TCP/IP layer with a prioritized
scheduling policy again. Note that zero-copy is applied to
each layer of the network stack of the LNS-based server.

Compared with LNS, conventional network stacks do
not prioritize delay-sensitve requests. For example, the
Linux-based server in Figure 2(c) is the default choice for
modern multi-core processors but suffers from large packet
copy and scheduling overhead [33, 34]. mTCP (see
Figure 2(b)) is proposed to reduce the scheduling overhead
of the Linux-based server through a user-space TCP/IP
and batch processing [17]. However, the mTCP-based server
still does not handle the interference between delay-sensitve
and delay-insensitve requests. As a result, the LNS-based
server can achieve the best performance among the three
servers for the tail latency of delay-sensitve requests.

2.2. Queueing Network. According to the mechanisms
described in Figure 2, the modeled servers can be repre-
sented by the queueing network in Figure 3(a). The queueing
network consists of ðk + 3Þ components corresponding to
the NIC, the TCP/IP, the event dispatcher, and the k worker
threads of the modeled servers. The k worker threads run in
parallel and have the same service time. For any component
in the queueing network, it does similar operations while
processing requests. Therefore, each component can be rep-
resented by a G/D/1 in the queueing network.

The complexity of the queueing network makes it diffi-
cult for analysis and parameter measurement. First, the loop
from the k worker threads to the TCP/IP and the loop from
the TCP/IP to the NIC complicate the analysis, preventing
us from deriving closed-form formulas. Second, users need
to modify the source code of the modeled network stacks
to measure the service time of each stage.

We propose a simplified tandem stage queueing network
[30] to simplify the analysis and parameter measurement, as
shown in Figure 3(b). Firstly, the NIC in the original queue-
ing network is assumed to be not the bottleneck of the
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modeled servers. Therefore, the queueing delay of the NIC is
modeled as 0, making the latency of the NIC stage a con-
stant. As a result, the loop from the TCP/IP to the NIC is
eliminated. Moreover, to break the loop from the k worker
threads to the TCP/IP, we let the service time of the TCP/
IP an equivalent value of both receiving and sending packets,
and we again model the delay of the TCP/IP sending a
response packet with a constant latency. Finally, we assume
that the variance of the packet length of the modeled appli-
cations is in a small range so that the size relationship of the
service time of the TCP/IP and the event dispatcher remains
unchanged for different packet lengths. Then the component
with a smaller service time is modeled as a constant delay.
From the above assumptions, the simplified queueing net-

work consists of three stages. The 1st stage (called “TCP/IP
stage”) is the component with a larger service time between
the TCP/IP and the event dispatcher. The 2nd stage (called
“Redis stage”) represents the k worker threads querying the
Redis database. The 3rd stage (called “Constant stage”) is a
G/D/∞ representing all the constant delays mentioned
above. The bottleneck stage of the simplified queueing net-
work can be changed between the TCP/IP stage and the
Redis stage by adjusting the number of worker threads.

2.3. Bottleneck Decomposition for Tail Latency. The bottle-
neck decomposition formula (1) decomposes the tail latency
of the whole system to wp, the tail queueing time of the

Table 1: The main notations used in our models.

Class Notation Definition

Traffic

N The number of requests in one burst.

L The payload length of a request.

α The ratio of delay-sensitve requests in one burst.

U The interarrival time between two consecutive requests in one burst.

System

T The service time of the TCP/IP stage.

R The service time of the Redis stage.

B The service time of the bottleneck stage B = T orRð Þ.
M The summation of the service time of all stages.

k The number of worker threads.

cB The number of cores in the bottleneck stage.

Tail latency
Wp The pth percentile latency of all requests in one burst.

wp The pth percentile queueing time as if the bottleneck stage were fed the bursty traffic directly.
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Figure 1: An abstracted massive-client scenario where a single server provides services for millions of clients. These clients send two classes
of requests, namely delay-sensitve and delay-insensitve requests. Bursty traffic forms on the server side.
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bottleneck stage of the queueing network, and M, the
summation of the service time of all stages of the queueing
network.

Wp ≈wp +M ð1Þ

The bottleneck stage is defined as follows.
Definition 2.1 (Bottleneck Stage) In the simplified

queueing network, suppose the service time and the number
of nodes (i.e., a core and its queues) in the ith stage are Si and
ki, respectively. The Bottleneck Stage of the queueing net-
work is the stage with the largest Si/ki. In other words, sup-
pose the service time of the bottleneck stage is B, if T > R/k,
then B = T; otherwise, B = R, where T and R are the service
time of the TCP/IP stage and the Redis stage, respectively.

The basic idea of the bottleneck decomposition formula
comes from the following intuitions.

(i) The order of stages of a tandem G/D/1-based queue-
ing network with deterministic service time is inter-
changeable without affecting the leaving time of each
request

(ii) When the bottleneck stage is changed to the first
stage, queueing is less likely to happen in the subse-
quent non-bottleneck stages

With the above intuitions, the following theorem can be
proved.

Theorem 2.1 (Bottleneck Decomposition Theorem) For
the simplified queueing network with deterministic service
time, the error of Formula (1) can be bounded by Formula
(2).

wp +M ≤Wp ≤wp +M + 2 · cB · maxSi≠B Sif g ð2Þ

TCP/IPNICInput

Output

1 2 3

4

4

5

5

6

7
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Worker
thread k

Worker
thread 1

Other constant delay

Contant
stage

OutputInput
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Delay-sensitive request

Delay-insensitive request
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stage
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Redis
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The original queueing network directly abstracted 
from the mechanisms of the modeled
servers.
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(b) The simplified queueing network by breaking
the loops and merging the TCP/IP and the event
dispatcher.

Figure 3: The queueing networks.

6 Intelligent Computing



Proof. We assume there is a request exactly experiencing the
pth percentile latency, Wp, and we approximate the latency
of this request in the following process. Suppose the service
time of the Redis stage is R and the service time of the
TCP/IP stage is T . There are two cases.

(i) If R/k ≤ T , according to the Result 4 in [30], the
Redis stage is equivalent to a constant delay R, which
means that Wp =wp +M.

(ii) If R/k > T , by the Result 1 in [30], the Redis stage can
be changed to the first stage without affecting the
leaving time of each request. Then, in any time inter-
val ½t, t + RÞ, at most k requests arrive at the second
stage. Because k · T < R and the requests are served
in a First-Come-First-Serve (FCFS) manner, these
requests can be finished before t + 2R. Therefore, at
most 2k requests are queued in the second stage,
meaning that Wp ≤wp +M + 2 · k · T .

Therefore, Formula (2) holds for both cases.

2.4. Models under Bursty Traffic. In the abstracted massive-
client scenario presented in Section 2.1.1, bursty traffic is
assumed to form on the server side. Under such traffic, the
tail latency of a server can be modeled by the methods in this
section.

2.4.1. Assumptions. We make the following assumptions
under bursty traffic.

(i) We assume each message contains exactly one
request for simplicity

(ii) The interarrival time U of requests is constant and
smaller than B/cB, making the bottleneck stage keep
running during the processing of one burst of
requests

(iii) Every request in one burst is independently labeled
as an delay-sensitve request with a probability of α
ðα ∈ ð0, 1�Þ.

(iv) There is no packet dropping occurring. Therefore,
the influence of packet dropping can be ignored

2.4.2. The LNS-Based Server. The LNS-based server can be
modeled with a pre-emptive prioritized scheduling policy.
Because of the full-datapath prioritized processing of the
LNS-based server, from the user-space driver to the worker
threads, all stages in the LNS-based server firstly try to
extract a high-priority request (i.e., delay-sensitve request).
If successful, the request is processed; otherwise, a low-
priority request (i.e., delay-insensitve request) is processed.
For simplicity, the interference between low-priority and
high-priority requests is modeled as a constant delay
included in M, which can be determined by measurement.
As a result, the processing of high-priority requests can be
modeled with a pre-emptive prioritized scheduling policy.

However, a problem arises when the assumption U < B
/cB does not hold for only high-priority requests. The aver-

age interarrival time of high-priority requests is U/α, which
can be larger than the interarrival time of all requests. More-
over, the first assumption only states that the interarrival
time of all requests is smaller than B/cB. As a result, it is pos-
sible that U/α ≥ B/cB. In the case of U/α ≥ B/cB, the bottle-
neck stage does not necessarily keep processing high-
priority requests in one burst of requests.

Therefore, we discuss two cases according to the size
relationship of U/α and B/cB.

Case 1: U/α ≤ B/cB.
First, when U/α ≤ B/cB, we can derive the arrival time of

the request experiencing the pth percentile latency. In one
burst, the later a request arrives, the longer latency it tends
to experience. Therefore, suppose there are H high-priority
requests in one burst, the pth percentile latency is approxi-
mately the latency of the ððp/100ÞHÞth high-priority request.
Moreover, because of the second assumption, H follows a
Binomial Distribution with PðH = hÞ = Ch

Nα
hð1 − αÞN−h.

The standard deviation of this distribution is
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Nαð1 − αÞp

.
For not too small α and N , i.e. α = 0:05,N = 1000, the stan-
dard deviation is 6:96, which is only 13.9% of the mean value
αN . Therefore, we use αN as an approximation of H. In one
burst of requests, the interarrival time of the high-priority
requests is n ·U where n follows a Geometric Distribution
with mean 1/α and variance ð1 − αÞ/α2. Then, by the Central
Limit Theorem, the arrival time A of the ððp/100ÞαNÞth
high-priority request can be approximated by a random var-
iable with Normal Distribution.

A ~N
pαNU
100α

, 1 − αð ÞpαNU2

100α2

� �

=N
p
100

NU ,
1 − αð ÞpNU2

100α

� � ð3Þ

The standard deviation of A is
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffið1 − αÞpN/100α

p
U ,

which is relatively small compared to the mean value ðp/
100ÞNU when α and N are not too small. Therefore, we
approximate A using its mean value ðp/100ÞNU to derive a
closed-form expression for the tail latency of the LNS-
based server.

Having obtained the arrival time of the ððp/100ÞαNÞth
high-priority request in one burst, we can derive the latency
of this request. By the bottleneck decomposition formula, we
only need to calculate the queueing time of this request as if
the bottleneck stage saw the bursty arrival process directly.
Thus the pth percentile queueing time can be given by For-
mula (4). Note that in Formula (4), the αpNB/100cB is the
leaving time of the ððp/100ÞαNÞth high-priority request in
one burst.

wp ≈
αpNB
100cB

−
p
100

NU ð4Þ

Finally, the pth percentile latency of the LNS-based server
can be given by Formula (5).
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Wp ≈wp +M ≈
αpNB
100cB

−
p
100

NU +M ð5Þ

Case 2: U/α > B/cB.
When U/α > B/cB, a Poisson arrival process can be used

to model the traffic of high-priority requests. In one burst, it
is not necessarily the latter arrived requests will experience
longer latency since the bottleneck stage may not keep pro-
cessing the high-priority requests. To handle this problem,
we assume that the arrival process of the high-priority
requests is a Poisson process, i.e., the interarrival time
between two consecutive high-priority requests follows an
Exponential Distribution. The assumption is reasonable
because a constant U multiplied by n following Geometric
Distribution can be approximated by an Exponential Distri-
bution when U is small enough [23].

Based on the approximation of the Poisson arrival pro-
cess, the tail queueing time as if the bottleneck stage were
fed the traffic directly can be derived. The bottleneck stage
in the simplified queueing network can be the TCP/IP stage
or the Redis stage. If the TCP/IP stage is the bottleneck stage,
it can be modeled as an M/D/1 (or equivalently, E1/D/1
where E1 means the Erlang-1 Distribution). Otherwise, the
Redis stage is the bottleneck stage, which can be modeled
as anM/D/cB. Because of the round-robin policy of the event
dispatcher, the traffic to one worker thread of the Redis stage
follows an Erlang-cB distribution [35], which is the summa-
tion of cB identical and independent random variables with
Exponential Distribution. Therefore, one worker thread of
the Redis stage can be further seen as a EcB

/D/1. Because
the worker threads of the Redis stage are identical and each
worker thread has a queue, the tail queueing time of the
Redis stage can be approximated by that of one worker
thread. Combining the above two cases, we can model the
bottleneck stage with a EcB

/D/1, whose pth percentile queue-
ing time can be accurately approximated by Formula (6)
according to [36].

wp ≈
−ln 1 − p/100ð Þ

η
· B ð6Þ

where η = 2ð1 − ρÞ/ðc2a + c2s Þ and c2a, c
2
s are the squared coeffi-

cient of variation (SCV) of interarrival time and service time,
respectively. Due to the assumption of deterministic service
time, c2s = 0. Moreover, the SCV of the Erlang-cB Distribu-
tion is 1/cB, thus c2a = 1/cB. According to the above discus-
sion, wp can be calculated by Formula (7).

wp ≈
−ln 1 − p/100ð Þ

2 1 − ρð Þ · B
cB

ð7Þ

where ρ = ðB/cBÞ/ðU/αÞ is the utilization of the bottleneck
stage.

Finally, the tail latency of the LNS-based server can be
calculated by Formula (8).

Wp ≈wp +M ≈
−ln 1 − p/100ð Þ

2 1 − B/cBð Þ/ U/αð Þð Þ ·
B
cB

+M ð8Þ

2.4.3. The mTCP-Based Server. The mTCP-based server does
not distinguish delay-sensitve requests from delay-insensitve
requests. Therefore all requests are processed in an FCFS
manner. By the first assumption, the pth percentile latency
equals the latency of the ððp/100ÞNÞth request in one burst.

The tail queueing time of the ððp/100ÞNÞth request in
one burst is as follows.

wp ≈
p
100

NB
cB

−
p
100

NU ð9Þ

Finally, the pth percentile latency of the whole system is
given by Formula (10) using the bottleneck decomposition
formula (1).

Wp ≈wp +M = p
100

NB
cB

−
p
100

NU +M ð10Þ

2.4.4. The Linux-Based Server. The formula for the tail
latency of the Linux-based server is the same as that of the
mTCP-based server. The differences lie in the value of the
service time of each stage. Therefore, the pth percentile
latency of the Linux-based server can also be given by For-
mula (10).

2.4.5. Formulas for Service Time. As discussed in Section
2.1.1, the service time in our models can also be influenced
by some factors such as packet length and the number of
worker threads. Therefore, a set of formulas are needed to
model how these factors influence the service time of our
models. These formulas enable users to conveniently use
our models without measuring the service time for every sys-
tem and environment configuration.

The service time of the Redis stage consists of the delay
of querying the Redis database and calling writeðÞ API to
send response packets. First, the delay of querying the Redis
database is influenced by the number of worker threads, for
more worker threads will contend for memory bandwidth
when they simultaneously access the Redis database. Second,
the delay of calling writeðÞ API is also assumed to be affected
by the number of worker threads, for more worker threads
would increase the rate of calling writeðÞ API, whose latency
may be influenced by contending for shared resources. For
simplicity, we assume the delay of the above two operations
increases linearly with the number of worker threads. As a
result, besides a constant R0, the formula for R (Formula
(11)) includes a k ·mR term for the additional delay of que-
rying the Redis database and calling writeðÞ API caused by
contending shared resources.

R = R0 + k ·mR ð11Þ

8 Intelligent Computing



Formula (12) shows the service time of the TCP/IP stage.
The service time T increases linearly with payload length to
model the impact of the packet copy in this stage. Note that
because of the full-path zero-copy attribute of LNS, the mT
of LNS is set to 0.

T = T0 + L ·mT ð12Þ

2.5. Latency Entropy. In information theory, the concept of
information entropy is used to represent the degree of uncer-
tainty of a discrete random variable [37]. Suppose X is a ran-
dom variable, which takes discrete values from a set X , the
information entropy of X can be defined by Formula (13).
For example, suppose X = f0, 1g, if PðX = 0Þ = PðX = 1Þ =
0:5, the information entropy of X is 1, which means the
value of X is quite uncertain; if PðX = 0Þ = 1 and PðX = 1Þ
= 0, the information entropy of X is 0, which means the
value of X is deterministic.

H Xð Þ ≜ − 〠
X=x,x∈X

P X = xð Þ · log2 P X = xð Þð Þ ð13Þ

By converting latency to a discrete random variable, we
can apply information entropy to latency. Suppose latency
W is a continous random variable taking values in ð0, +∞Þ.
LetWd = dW/ue to discretize W by the user-defined distinc-
tion u, which has the same dimension as W. Suppose pi = P
fWd = ig, the latency entropy can be calculated by Formula
(14). Note that when pi = 0, pi · log2ðpiÞ is defined to be 0.

H Wð Þ ≜ −〠
+∞

i=1
pi · log2 pið Þ ð14Þ

2.6. Experimental Design. In [18], a testbed consisting of a
load generator and a monitor is used to evaluate the perfor-
mance of the three servers above. We build a similar testbed
to measure the tail latency of the three servers. The testbed
takes MCC [38] as the load generator and HCMonitor [39]
as the monitor, as shown in Figure 4. The tested network
stacks, the MCC, and the HCMonitor run on three main-
stream X86 servers connected by a switch. Detailed configu-
rations are listed in Table 2.

2.6.1. MCC. MCC can periodically send requests with speci-
fications, including the number of requests in one burst, the
length of each packet, and the ratio of delay-sensitve
requests. These parameters were studied in our experiments.
In our testbed, four logical cores were used to generate
bursty traffic every second to ensure that the two cases of
the LNS-based server about U were covered.

2.6.2. HCMonitor. HCMonitor is a full traffic monitor
recording the latency of every packet. In our testbed,
thanks to the port mirroring feature of the switch and Intel
DPDK (data plane development kit), the mirrored traffic
to/from the server is sent to HCMonitor. HCMonitor thus
can calculate the request-response latency of every packet.
Because of this property, the tail latency of the tested
servers can be easily obtained. Moreover, we configured
HCMonitor to record the latency of delay-sensitve requests
only, if not otherwise stated. Besides tail latency, the inter-
arrival time U of requests in one burst was also measured
by HCMonitor.

2.6.3. Servers. To make a fair comparison, we set the struc-
ture of the three servers similarly, as described in Figure 2.
More specifically, in the LNS-based and the mTCP-based
servers, the TCP/IP, the event dispatcher, a printing thread,
and each worker thread were located on different logical
cores. Note that although mTCP recommends users to run
one TCP/IP and one application thread in the same core to
reduce cache miss overhead, we observed that packet drop-
ping was particularly serious when we did this. Therefore,

MCC

HCMonitor

Switch

The mTCP-based server

The LNS-based server

The Linux-based server

or

or
Mirrored

traffic

Figure 4: The Experimental Setup. The client is MCC, a load generator. The server is one of the LNS-based server, the mTCP-based server,
and the Linux-based server. The monitor is HCMonitor, a server-side latency measuring tool via mirrored traffic.

Table 2: Server Configurations.

Server Client Monitor

Software LNS/mTCP/Linux MCC HCMonitor

CPU
Intel Xeon Gold 6130,

2.10GHz, 32 logical cores

Memory 128GB

OS Centos 7.6, kernel 3.10.0

NIC Intel X722, 10Gbps
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the TCP/IP of the mTCP-based server was located on a dif-
ferent core from the event dispatcher. Due to the limited
number of logical cores (32 cores), the number of cores left
to run worker threads is maximally 29 (one core for the
TCP/IP, one core for the event dispatcher, and one core
for the printing thread). To minimize the delay of querying
the Redis database, we started 29 Redis backend processes,
each of which resided in the same core as a worker thread.
When handling a request, the worker threads were set to
query the Redis database two times, a typical configuration
in some IoT scenarios.

2.7. Statistical Analysis.We obtained the user-uncontrollable
parameters, except U , of our models according to the mea-
sured 99th percentile latency of several basic tests listed in
Table 3. First, the number of worker threads in each basic
test was selected according to the requirements for the bot-
tleneck stage. When determining T and mT , we need to
start 29 worker threads to ensure the TCP/IP stage is the
bottleneck. When determining R0 and mR, we need two set-
tings for the number of worker threads when the Redis
stage is the bottleneck. To verify that the bottleneck stage
fulfills the requirements, users can conduct the experiments
in Figure 5(d). However, the selection of the basic tests can
satisfy the requirements of the bottleneck stage in most
cases since the service time of the Redis stage is usually
an order of magnitude of the TCP/IP stage. Second, the
default payload length was set to 512 Byte. Third, the
default ratio of delay-sensitve requests α was set to 1.0 to
enlarge the tail latency since small tail latency can introduce
significant measurement error. Note that when determining
M for the LNS-based server, α was set to 0.05 to reduce
measurement error since large α would lead to a large tail
latency in which M is only a minor part. Fourth, the default
number of requests was set to 20,000 to enlarge the tail
latency and limit measurement error. Moreover, these basic
tests have been excluded when evaluating the accuracy of
our models.

After determining these parameters, the relative error is
computed for all tested configurations according to Formula
(15).

error =
W99,measured −W99,predicted

W99,measured

����
���� × 100% ð15Þ

where W99,measured and W99,predicted are measured and pre-

dicted 99th percentile latency.
This method enables users to predict the tail latency of

the three servers mentioned above without modifying the
source code of the three network stacks, easing the difficulty
of using our models. Users need to conduct only four basic
tests for each server among infinite configurations. More-
over, because the user-uncontrollable parameters are
obtained in a non-intrusive way rather than instrumenta-
tion, the error for the basic tests used to obtain the parame-
ters is close to zero. This way, the error can also be reduced
for configurations similar to those of the basic tests. As a
result, the error of our models can be compensated by the
non-intrusive measurement.

For optimizing LNS, users may still need to determine
which stage is the bottleneck stage. Thus instrumentation
may be needed to measure the service time of each stage of
the LNS-based server. However, it is reasonable because
the optimization itself can modify the source code.

3. Results and Discussion

In this section, we present our results and discuss the bene-
fits and the potential improvement of the LNS-based server.

3.1. Benefits of the LNS-Based Server. Some factors play a
crucial role in the tail latency of the modeled servers.
First, the number of requests in one burst, N , can influ-
ence the tail latency, for more requests can cause longer
queues in the modeled servers. Second, because only the
tail latency of the delay-sensitve requests is of interest,

Table 3: Basic tests to determine the parameters.

The mTCP and Linux-based servers

Parameters Bottleneck Number of requests Ratio of delay-sensitve requests Payload length Number of worker threads

M — Set to 0

T0,mT TCP/IP stage
20,000 1.0 16 29

20,000 1.0 1,434 29

R0,mR Redis stage
20,000 1.0 512 1

20,000 1.0 512 4

The LNS-based server

Parameters Bottleneck Number of requests Ratio of delay-sensitve requests Payload length Number of worker threads

M TCP/IP stage 20,000 0.05 512 29

T1 TCP/IP stage 20,000 1.0 512 29

R0,mR Redis stage
20,000 1.0 512 1

20,000 1.0 512 4
1For the LNS-based server, mT is set to 0, so T = T0.
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the ratio of delay-sensitve requests, α, is also an essential
factor for the tail latency. Moreover, after requests arrive
at the server, they may be read/written from/to memory
many times. Therefore, the payload length L of these
requests has a non-negligible impact on the tail latency.
Lastly, the number of worker threads, representing the
parallelism of querying the Redis database, also affects
the tail latency.

The influence of these parameters on the 99th percentile
latency and the latency entropy of delay-sensitve requests
are presented in Figures 5 and 6, respectively.

3.1.1. Comparison of Tail Latency.We now present the influ-
ence of various factors on the tail latency of the three mod-
eled servers.
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Figure 5: The influence of different factors on the 99th percentile latency of the three modeled servers. “LNS”, “mTCP”, and “Linux” mean
the measured 99th percentile latency for delay-sensitve requests. The “-1” postfix means the 99th percentile latency for all requests. The
“-model” postfix means the modeled 99th percentile latency for delay-sensitve requests.
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(i) TheNumber of Bursty Requests: Figure 5(a) shows
the 99th percentile latency of the three servers men-
tioned above at different request numbers N , which
represents the load received by the servers. These
request numbers cover a considerable range of the
99th percentile latency from hundreds of microsec-
onds to hundreds of milliseconds. Moreover, the
ratio of delay-sensitve requests α is 0.05, which is
the same as the setting in [18], the payload length
L is 512 Byte, a moderate value within 1 Maximum
Transmission Unit (MTU), and the number of
worker threads k is 29 to utilize all CPU cores of
the tested server. First, from Figure 5(a), we can find
that the performance of the LNS-based server
increases 11.2 × -555.2 × over that of the mTCP-
based server, which in turn outperforms the

Linux-based server. Second, a linear increase in the
99th percentile latency of the mTCP-based and the
Linux-based servers for larger N is observed. The
linearity is reasonable as more requests in one burst
will cause longer queues in the server. Third, what
stands out is that the 99th percentile latency of the
LNS-based server when there are 5% delay-
sensitve requests ðα = 0:05Þ is insensitive to the
number of bursty requests N . Under different N ,
the measured standard variance of the 99th percen-
tile latency of the LNS-based server is only 7:4us,
which means that the variation of the tail latency
is slight. Our model for the LNS-based server can
predict this insensitivity because when U/α > B/cB,
the LNS-based server reaches a steady state. In the
steady state, the tail latency of the LNS-based server
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Figure 6: The modeled influence of different factors on the latency entropy of the three modeled servers. “Linux”, “mTCP”, and “LNS”
mean the modeled latency entropy of the three servers for delay-sensitve requests. The “-1” postfix means the latency entropy for all
requests.
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can be estimated by Formula (8), which shows that N
no longer influences the tail latency. Fourth, the 99th
percentile latency of the LNS-based server for all
requests is still lower than those of the other two
servers, indicating that the full-datapath prioritized
processing does not affect the latency of the low-
priority requests too much due to the lower service
delay of the TCP/IP stage of the LNS-based server.
Last but not least, our models accurately predict the
99th percentile latency of the three servers. The rela-
tive errors are 1.1%-18.5%, 10.0%-44.2%, and 0.1%-
28.3% for the LNS-based server, the mTCP-based
server, and the Linux-based server, respectively.

(ii) Payload Length: The 99th percentile latency of the
three servers under different payload lengths L is
shown in Figure 5(b). We constrain packet length
to be in an MTU to avoid packet fragmentation.
The number of requests in a burst is 20,000, repre-
senting a moderate load. The ratio of delay-sensitve
requests α is set to 1.00 to exclude the influence of
the prioritized processing of the LNS-based server.
Again, the number of worker threads k is set to 29.

We can also see that our models coincide with the
experiments. Our models have 3.3%-6.3% error for
the LNS-based server, 5.0%-25.5% error for the
mTCP-based server, and 0.3%-3.7% error for the
Linux-based server. The large error for the mTCP-
based server is that the service time of its TCP/IP
stage is nonlinear with the payload length.

We observe that the LNS-based server still outper-
forms the mTCP-based and Linux-based servers
even without prioritized processing. Moreover, for
the LNS-based and the Linux-based servers, a
decrease in the 99th percentile latency is observed
when the payload length increases. The reason for
this trend is that as payload length increases, the
increase in packet interarrival time outweighs the
increase in the service time of the TCP/IP stage,
according to our models. In addition, for longer
packets, the improvement of the LNS-based server
to the other two servers becomes larger. When the
payload length is minimal (16 Byte), the speedup
of the LNS-based server over the other two servers
is 1.6 × and 3.2 × , respectively. When the payload
length is maximal (1434 Byte), the speedup grows
to 5.9 × and 5.2 × , respectively.

The above improvement can be attributed to the
full-path zero-copy of the LNS-based server. The
full-path zero-copy property makes the service time
of the TCP/IP stage lower than those of the other
two servers. Therefore, the tail latency of the LNS-
based server is lower than those of the other two
servers, even when all bursty requests are delay-
sensitve requests.

(iii) The Ratio of Delay‐sensitive Requests: The influence
of α, the ratio of delay-sensitve requests, is shown in

Figure 5(c) in the setting of 20,000 delay-sensitve
requests with 512 Byte payload and 29 worker
threads. As expected, the increase of α causes a lon-
ger 99th percentile latency of the LNS-based server.
Our models can explain this trend: As α increases,
the tail latency of the LNS-based server also
becomes larger because more delay-sensitve
requests are queued. At the same time, the tail
latency of the mTCP-based server and the Linux-
based server remains unchanged because they do
not distinguish between delay-sensitve and delay-
insensitve requests. As a result, the improvement
of the LNS-based server becomes less significant
for a larger ratio of delay-sensitve requests. How-
ever, due to the smaller service time of the TCP/IP
stage of the LNS-based server, the tail latency is still
lower than those of the other two servers, even
though all requests are delay-sensitve requests.
Moreover, our models show good scalability for
the ratio of delay-sensitve requests. Our models
have 0.8%-24.4% error for the LNS-based server,
24.2%-25.5% error for the mTCP-based server,
and 1.9%-5.4% error for the Linux-based server.

(iv) TheNumber of Worker Threads: The influence of
the number of worker threads on the 99th percentile
latency is shown in Figure 5(d). We set N = 20,000,
L = 512 Byte, and α = 1:0 to evaluate the perfor-
mance of the three servers without the influence of
prioritization. Firstly, the 99th percentile latency of
the three servers gradually decreases as the number
of worker threads k increases when k is small. When
k is beyond some threshold, the 99th percentile
latency becomes steady, although k continues to
increase. The trend in Figure 5(d) is the result of
the transfer of the bottleneck stage. According to
our models, when k is small, the bottleneck is the
Redis Stage. As k becomes larger, R/k decreases.
When R/k is less than T , the bottleneck will transfer
to the TCP/IP stage, whose service time is not influ-
enced by k. Moreover, for the LNS-based server, the
larger k when bottleneck-transferring happens is
due to the smaller service time of the TCP/IP stage.
The smaller service time can also be explained by
the full-path zero-copy attribute of the LNS-based
server. We also find a good agreement between
our models and experiments for different numbers
of worker threads. The errors of our models for
servers based on LNS, mTCP, and Linux network
stack are 3.7%-18.9%, 28.3%-42.7%, and 1.7%-
11.1%, respectively.

3.1.2. Comparison of Latency Entropy. From Figure 6, we
observe that the influence of the above factors on the latency
entropy is similar to that on the 99th percentile latency. First,
in Figure 6(a), the insensitivity of the 99th percentile latency
of the LNS-based server when the ratio of delay-sensitve
requests is 0.05 is translated to the insensitivity of the latency
entropy, which is only 18.2%-26.3%, and 17.8%-25.3% of

13Intelligent Computing



those of the mTCP-based and the Linux-based servers. Sec-
ond, Figure 6(b) shows that as the payload length increases,
the latency entropy of the LNS-based server decreases to
85.0% and 85.9% of those of the mTCP-based and the
Linux-based servers. This trend of the latency entropy is also
consistent with the result in Figure 5(b). Third, a higher ratio
of delay-sensitve requests leads to a higher latency entropy
of the LNS-based server, as Figure 6(c) shows. This increase
in the latency entropy results from longer queues of delay-
sensitve requests in the server. Fourth, Figure 6(d) shows
that the latency entropy no longer reduces after the number
of worker threads exceeds some threshold in the three mod-
eled servers. Moreover, the similarity between Figures 5 and
6 indicates that a lower-entropy system can achieve better
performance.

3.2. Potential Improvement. According to our models, we
observe two ways of improvement for the LNS-based server.

3.2.1. Improvement 1. Our model for the LNS-based server
gives the best number of worker threads querying the Redis
database according to the parameters to achieve minimal tail
latency and avoid wasting CPU cores. As Figure 5(d) shows,
the 99th percentile latency no longer reduces after the num-
ber of worker threads exceeds some threshold. From the
model of the LNS-based server, when T > R/k, the bottleneck
has been transferred from the Redis Stage to the TCP/IP
Stage, meaning that more worker threads cannot help reduce
the tail latency anymore. Based on the observation, a kt rep-
resenting the transition point of the bottleneck stage exists,
as computed by Formula (16).

kt =
R0

T −mR

� �
ð16Þ

The kt indicates that the best number of worker threads
k, which represents the parallelism of querying the Redis
Database, should be adaptive according to the parameters
of the model of the LNS-based server. The model suggests
that 12 worker threads are optimal in our testbed. Compared
with the default 4 worker threads (https://github.com/acs-
network/qstack.git), the optimized version supports 2.1 ×
-3.5 × concurrency, as shown in Figure 7.

3.2.2. Improvement 2. Optimization for the TCP/IP will be
more effective than the other stages. For instance, for 20,000
bursty delay-sensitve requests, our model indicates that the 9
9th percentile latency can be maximally reduced by 64.1%
when the TCP/IP is optimized, whereas the reductions are
maximally 0.0017% and 0.093% when the event dispatcher
and the worker threads are optimized, respectively. The signif-
icant reduction when optimizing the TCP/IP comes from the
fact that the TCP/IP is the bottleneck of the LNS-based server,
on the condition that there are 29 worker threads. Therefore,
optimizing the TCP/IP can reduce B, the service time of the
bottleneck stage. As Formula (5) suggests, the reduction of B
/cB will have a linear reduction ofwp, which dominates the tail
latency. On the contrary, the reduction of the non-bottleneck
stages only impacts M, thus affecting little to the tail latency.

Also, eliminating redundant operations of the TCP/IP or pro-
viding more cores to run the TCP/IP are two ways to reduce
B/cB to reduce the tail latency.

4. Conclusion

An analytical method based on queueing theory is proposed
to simplify the quantitative study of the tail latency of cloud
servers by defining a bottleneck stage. Leveraging the analyt-
ical method, we model an LNS-based server, an mTCP-
based server, and a Linux-based server, taking bursty traffic
as an example, with basic non-intrusive tests. Our models
1) reveal that two technologies in LNS, including the full-
datapath prioritized processing and the full-path zero-copy,
are primary factors for high performance, with orders of
magnitude improvement of tail latency as the latency
entropy reduces maximally 5.5 × over the mTCP-based
server, and 2) suggest the optimal number of worker threads
querying a database, improving the concurrency of the LNS-
based server 2.1 × -3.5 × . The analytical method can also
apply to the modeling of other servers characterized as tan-
dem stage queueing networks.
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